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Preface

While more and more semantic data is published on the Web, the question of
how typical Web users can access this body of knowledge becomes of crucial im-
portance. Keyword queries, as common with Web search nowadays, constitute a
highly ambiguous and very impoverished representation of an information need.
Thus, keyword-based search interfaces cannot fully exploit the expressive power
of Semantic Web datamodels and query languages such as SPARQL. So far
there are not many paradigms which would allow end users to profit from the
expressive power of these standards while at the same time hiding the com-
plexity behind an intuitive and easy-to-use interface. Important and promising
research directed towards this goal is offered by search paradigms based on nat-
ural language question answering, which allow users to express arbitrarily com-
plex information needs in an intuitive fashion. Studies like [5] have shown that
when searching for information, users indeed prefer natural language interfaces
to search interfaces based on keyword queries. The main challenge consists of
translating these information needs into a form such that they can be evaluated
using standard Semantic Web query processing and inferencing techniques.

In recent years, there have been important advances in semantic search and
question answering over RDF data (for instance [8], [9] and [10], as well as [11]
and [7]). In parallel to these developments in the Semantic Web community,
there has been substantial progress on question answering from textual data
[12] as well as in the area of natural language interfaces to databases [1]. An
important challenge for the Semantic Web, but also Natural Language Process-
ing communities, is scaling question answering approaches to Linked Data (for
an overview on this topic see [13]). The main challenges involved herein are re-
lated to dealing with a heterogeneous, distributed and huge set of interlinked
data. The availability of such an amount of open and structured data has no
precedents in computer science. While successful natural language based search
interfaces to structured knowledge exist, they are typically based on data that
are by and large manually coded and homogeneous (e.g. Wolfram Alpha1 and
Powerset2) or propriertary (e.g. TrueKnowledge3). New approaches that can deal
with the open, distributed, heterogeneous character of Linked Data are urgently
needed. The 1st workshop on Question Answering over Linked Data (QALD-1)
was aimed at exploring such approaches. To this end, we issued a call for papers
on the following topics:

– Question analysis

– Natural language processing approaches applied to semantic search engines

– Disambiguation and inferencing across multiple sources and domains

1 http://www.wolframalpha.com
2 http://www.powerset.com
3 http://www.trueknowledge.com
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– Distributed evaluation of queries over Linked Data
– Lexical resources supporting question answering over Linked Data
– Discovery on the fly of relevant Linked Data sources
– Support of multiple languages
– Methods for scaling up question answering to Linked Data
– Efficiency and performance aspects
– Dealing with data and schema heterogeneity
– Answer merging and ranking
– Providing justifications of answers and conveying trust
– User feedback and interaction
– Habitability and usability aspects
– Evaluation of question answering approaches for Linked Data

We received six submissions. To each of them three reviewers were assigned. On
the basis of their reviews, three papers were accepted for presentation, yielding
an acceptance rate of 50%.

Additionally, the workshop was accompanied by an open challenge in order
to facilitate the comparison between different approaches and systems, as the
Semantic Web community has not yet adopted standard evaluation benchmarks
for semantic question answering systems that focus on the ability to solve open-
ended real life problems over real-world datasets. In order to develop the datasets
needed to formally judge the quality of question answering approaches at a large
scale, two independent datasets have been provided as part of this challenge:
an RDF export of MusicBrainz and DBpedia 3.6 – together with 50 training
questions and 50 test questions for each dataset, designed to represent questions
of different complexity that real end users would ask, annotated with SPARQL
queries and corresponding answers. The datasets as well as all training and test
questions can be accessed from the workshop website:

http://www.sc.cit-ec.uni-bielefeld.de/qald-1

The main goal of the challenge was to get a picture of the strengths, capa-
bilities and current shortcomings of question answering systems, as well as to
gain insight into how question answering approaches can deal with the fact that
the amount of RDF data available on the Web is huge and that this data is dis-
tributed as well as heterogeneous with respect to the vocabularies and schemas
used. Three question answering systems participated in the test phase of the
challenge: FREyA [2], covering both datasets, PowerAqua ([3],[4]), covering DB-
pedia, and SWIP [14], covering MusicBrainz. The results of our online evaluation
are given in Figures 1 and 2. Additionally, there are question answering systems
and query approaches that did not take part in the online evaluation but did
use the datasets and questions, such as C-Phrase [1] (cf. pp. 38–43) and Treo
(cf. pp. 24–37).

QALD-1 is the first in a series of workshops that aim at coupling current
research on question answering over Linked Data with open challenges that
benchmark question answering systems and thereby evaluate their success in
fulfilling real-world tasks on the Semantic Web.
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total processed right wrong recall precision f-measure

FREyA 50 43 27 16 0.54 0.63 0.58
PowerAqua 50 46 24 22 0.48 0.52 0.5

Fig. 1: Results for DBpedia

total processed right wrong recall precision f-measure

FREyA 50 41 33 8 0.66 0.8 0.71
SWIP 50 35 28 7 0.8 0.56 0.66

Fig. 2: Results for MusicBrainz

This volume contains the proceedings of the QALD-1 workshop. After an
abstract of the invited talk Inside the mind of Watson given by Chris Welty
from the IBM T.J. Watson Research Center in New York, it includes three con-
tributions, presenting the question answering system FREyA by Damljanovic,
Agatonovic & Cunningham, as well as its performance on the QALD-1 datasets,
the query mechanism Treo by Freitas, Oliveira, Curry, O’Riain & Pereira da
Silva, with an evaluation on the QALD-1 training data, and a natural lan-
guage interface to the MusicBrainz dataset using the C-Phrase authoring tool by
Granberg & Minock. They give a detailed impression of the challenges involved
in scaling existing question answering approaches to Linked Data.

May 2011 Christina Unger
Philipp Cimiano

Vanessa Lopez
Enrico Motta

Organizing Committee QALD-1
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Inside the mind of Watson
(Invited talk)

Chris Welty

IBM T.J. Watson Research Center, New York

Abstract

Watson is a computer system capable of answering rich natural language ques-
tions and estimating its confidence in those answers at a level of the best humans
at the task. On Feb 14–16, in an televised event, Watson triumphed over the
best human players of all time on the American quiz show, Jeopardy!. In this
talk I discuss how Watson works and dive into some of its answers (right and
wrong), with a focus on the various uses of linked data as evidence.

About Chris Welty

Chris Welty is a Research Scientist at the IBM T.J. Watson Research Center in
New York. Previously, he taught Computer Science at Vassar College,. taught at
and received his Ph.D. from Rensselaer Polytechnice Institute, and accumulated
over 14 years of teaching experience before moving to industrial research. Chris’
principal area of research is Knowledge Representation, specifically ontologies
and the semantic web, and he spends most of his time applying this technology
to Natural Language Question Answering as a member of the DeepQA/Watson
team and, in the past, Software Engineering. Dr. Welty is a co-chair of the W3C
Rules Interchange Format Working Group (RIF), serves on the steering com-
mittee of the Formal Ontology in Information Systems Conferences, is president
of KR.ORG, on the editorial boards of AI Magazine, The Journal of Applied
Ontology, and The Journal of Web Semantics, and was an editor in the W3C
Web Ontology Working Group. While on sabbatical in 2000, he co-developed the
OntoClean methodology with Nicola Guarino. Chris Welty’s work on ontologies
and ontology methodology has appeared in CACM, and numerous other publi-
cations.



FREyA: an Interactive Way of Querying Linked
Data using Natural Language

Danica Damljanovic1, Milan Agatonovic2, and Hamish Cunningham1

1 Department of Computer Science, University of Sheffield
Regent Court, 211 Portobello Street, Sheffield, UK
{d.damljanovic|h.cunningham}@dcs.shef.ac.uk

2 Fizzback, London, United Kingdom
magatonovic@fizzback.com

Abstract. Effective exploitation of the Linked Open Data is a big chal-
lenge largely because of the complexity and syntactic unfamiliarity of
the underlying triple models and the query languages built on top of
them. Natural Language Interfaces are increasingly relevant for informa-
tion systems fronting rich structured data stores such as RDF and OWL
repositories, mainly because of the conception of them being intuitive for
human. In the previous work, we developed FREyA, an interactive Nat-
ural Language Interface for querying ontologies. It uses syntactic parsing
in combination with the ontology-based lookup in order to interpret the
question, and involves the user if necessary. The user’s choices are used
for training the system in order to improve its performance over time.
In this paper, we discuss the suitability for using FREyA to query the
Linked Open Data. We report on the performance in terms of precision
and recall using the MusicBrainz and DBpedia datasets.

Keywords: natural language interfaces, ontologies, question-answering,
learning, clarification dialogs

1 Introduction

With the rapid growth of the Linked Open Data (LOD) cloud3 the effective
exploitation becomes an issue largely because of the complexity and syntactic
unfamiliarity of the underlying triple models and the query languages built on
top of them. Natural Language Interface (NLI) systems become increasingly
relevant for information systems fronting rich structured data stores such as
RDF and OWL repositories, mainly because of the conception of them being
intuitive for human.

According to [12], a major challenge when building NLIs is to provide the
information the system needs to bridge the gap between the way the user thinks
about the domain of discourse and the way the domain knowledge is structured
for computer processing. This implies that in the context of NLIs to ontolo-
gies, it is very important to consider the ontology structure and content. Two

3 http://linkeddata.org
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ontologies describing identical domains (e.g., music) can use different modelling
conventions. For example, while one ontology can use a datatype property artist-
Name of class Artist, the other one might use instances of a special class to
model the artist’s name4. A portable NLI system would have to support both
types of conventions without sacrificing performance. Portable or transportable
NLIs are those that can be adapted easily to new domains (or new ontologies
covering the same domains). Although they are considered as potentially much
more useful than domain-specific systems, constructing transportable systems
poses a number of technical and theoretical problems because many of the tech-
niques developed for specialised systems preclude automatic adaptation to new
domains [12]. Moreover, it is noted that portability affects retrieval performance:
“the more a system is tailored to a domain, the better its retrieval performance
is” [8, p.281].

Ontologies can be constructed to include sufficient lexical information to
support a domain-independent query analysis engine. However, due to different
processes used to generate ontologies, the lexicon might be of varying quality.
In addition, some words might have different meanings in two different domains
or context. For example, How big might refer to height, but also to length, area,
or population – depending on the question context, but also on the ontology
structure. This kind of adjustments – or mappings from words or phrases to
ontology concepts/relations, is usually performed during the customisation of
NLIs.

Many NLIs for querying ontologies have been developed in recent years. Chal-
lenges related to the Natural Language understanding such as ambiguity and ex-
pressiveness are balanced by constraining the supported language, e.g. by using
a Controlled Natural Language, such as in AquaLog [2], or ORAKEL [6]. While
NLI systems with a good performance require customisation (such as in the case
of ORAKEL), several systems have been developed for which the customisation
is not mandatory (e.g., AquaLog, PANTO [14], Querix [15], NLP-Reduce [15],
QuestIO [17]). However, as reported in [2] the customisation usually improves
recall. On the other hand, the complexity of supported questions differs from
one system to another. While systems such as NLP-Reduce or QuestIO process
queries without deep grammar analysis, the other systems (such as ORAKEL)
support compositional semantic constructions such as quantification and nega-
tion.

With regards to portability, most of these systems are trialled with ontologies
which cover different, but narrow domains, with the exception of PowerAqua [13],
the system that evolved from AquaLog aiming to serve as a Question-Answering
system for the Semantic Web. PowerAqua was evaluated in the open-domain
scenario [11] (e.g. through querying the ontologies indexed by Watson [19]).
Portability of the majority of other NLIs to ontologies is tested by demonstrating
that all that is required to port the system is the ontology URI – the system

4 See for example how class Alias is used in the Proton System Module ontology:
http://proton.semanticweb.org/
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automatically generates the domain lexicon by reading and processing ontology
lexicalisations.

With the availability of Linked Open Data, portability gained a new dimen-
sion bringing up the open-domain scenario where the context is multiple do-
mains/ontologies on the contrary to the previously considered closed-domain,
where the context is usually one or a limited set of domains/ontologies. Hav-
ing more than one ontology describing exactly the same domain, or hundreds
of domains in one huge dataset requires support for heterogeneity, redundancy
and incompleteness which comes with this multi-billion dataset. In other words,
the system now needs not only to deal with how to map certain terms to
the ontology concepts (such as mapping WH-phrases e.g. Where to an on-
tology concept e.g. Location) but it also needs to disambiguate and decide
which ontology should provide the best answer (should Where be mapped to
http://purl.org/dc/terms/Location, http://dbpedia.org/ontology/locationCity or
any other). On the other hand, availability of such enormous knowledge base
gives the possibility that the experience which has been collected for decades by
researching open-domain Question-Answering systems, NLIs to databases, and
dialog systems can now be merged in order to successfully accomplish what has
been a great challenge for such a long time: answering questions automatically
using the distributed sources available on the Web. This has not been possible
with databases as they are distributed over the Web and not interoperable, while
Question-Answering systems have to process large amounts of unstructured text
and use methods from Information Retrieval to locate documents in which the
answer may appear. Information Retrieval methods although scale well, do not
often capture enough semantics - relevant documents could be easily disregarded
if the answer was hidden in a form which is not in-line with the expected pat-
terns.

In this paper, we discuss requirements and suitability for querying the Linked
Open Data using the system called FREyA. FREyA is named after Feedback,
Refinement and Extended VocabularY Aggregation [5], as it aims to investigate
whether user interaction coupled with deeper syntactic analysis and usability
methods such as feedback and clarification dialogs can be used in combination
to improve the performance of NLIs to ontologies. FREyA has previously shown
a good performance (recall and precision reaching 94.4% [5]) on the Mooney
GeoQuery dataset which has been extensively used for the evaluation of NLIs in
recent years. We report on the performance of FREyA using the MusicBrainz
and DBpedia datasets, which are provided within the QALD-1 challenge5 and
discuss how we begin to address the problem of querying the linked data in the
open-domain scenario.

2 FREyA

FREyA is an interactive Natural Language Interface for querying ontologies
which combines usability enhancement methods such as feedback and clarifi-

5 http://www.sc.cit-ec.uni-bielefeld.de/qald-1
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cation dialogs in an attempt to: 1) improve recall by generating the dialog
and enriching the domain lexicon from the user’s vocabulary, whenever an “un-
known” term appears in a question 2) improve precision by resolving ambigu-
ities more effectively through the dialog. The suggestions shown to the user are
found through ontology reasoning and are initially ranked using the combination
of string similarity and synonym detection (using WordNet[1]). The system then
learns from the user’s selections, and improves its performance over time. In
what follows we give a brief overview of FREyA, followed by the requirements
for using the system with different datasets and challenges raised by using it
with the linked data. More details about FREyA and the underlying algorithms
can be found in [5], [4] and [3].

2.1 FREyA workflow

Figure 1 shows the workflow starting with a Natural Language (NL) question
(or its fragment), and ending when the answer is found. Syntactic parsing

Fig. 1: FREyA Workflow

and analysis generates a parse tree using Stanford Parser [16] and then uses
several heuristic rules in order to identify Potential Ontology Concepts (POCs).
POCs refer to question terms/phrases which can but not necessarily have to
be linked to Ontology Concepts (OCs). POCs are chosen based on the analysis
of the syntactic parse tree, however this analysis does not require strict adher-
ence to syntax and works on ill-formed questions and question fragments as
well as on the grammatically correct ones. For example, nouns, verbs, or WH-
phrases such as Where, Who, When, How many are expected to be found by
our POC Identification algorithm. This algorithm is based on the identifi-
cation of prepreterminals and preterminals in the parsed tree, and also on their
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part-of-speech tags. It is possible to configure the system to ignore or consider
specific part-of-speech tags.

Ontology-based Lookup links question terms to logical forms in the ontol-
ogy which we call Ontology Concepts (OCs) without considering any context or
grammar used in the question. Ontology Concepts refer to instances/individuals,
classes, properties, or datatype property values such as string literals. By default,
the system assumes that rdfs:label property is used to name the specific On-
tology Concept. However, for ontologies which use different naming conventions
(such as using dc:title inside the MusicBrainz dataset), it is possible to predefine
which properties are used for names. This will enable the system to make the
distinction between making a datatype property value element and an instance
element. This distinction is important as different elements are used differently
during the Triple Generation and SPARQL generation steps. To give an exam-
ple using the MusicBrainz training dataset, for the query When did Kurt Cobain
die? Kurt Cobain would be linked to four Ontology Concepts (all individuals),
one referring to mm:Artist, one referring to mm:Album, and the other two refer-
ring to mm:Track6, because it is matched with the string literal of the property
dc:title of these four URIs which is Kurt Cobain. However, if the question were
Did Kurt Cobain die on April 8, 1994?, the April 8, 1994 would be annotated
as a datatype property value element related to the individual Kurt Cobain, as
it is matched with the value of the property mm:endDate.

Consolidation algorithm aims at mapping existing POCs to OCs. While
this algorithm attempts to perform this step automatically, it is possible that
it requires attention from the user. This is the case when there are ambiguous
OCs in the question which could not be resolved automatically, or when a POC
could not be mapped to an OC automatically. If we look at the query Give me
all former members of the Berliner Philharmoniker., the POC Identification
Algorithm will find that the Berliner Philharmoniker is a POC, while the
Ontology-based Lookup will find that Berliner Philharmoniker is an OC,
referring to an instance of mm:Artist. As the only difference in the POC and
the OC text is a determiner (the), the consolidation algorithm will resolve this
POC by removing it, and by verifying that this noun phrase refers to the OC
with dc:title Berliner Philharmoniker.

In cases when the system fails to automatically generates the answer (or
when it is configured to work in the forceDialog mode, see Section 2.2) it will
prompt the user with a dialog. There are two kinds of dialogs in FREyA. The
disambiguation dialog involves the user to resolve identified ambiguities in
the question. The Mapping dialog involves the user to map the POC in ques-
tion to the one of the suggested OCs. While the disambiguation dialogs always
appear before the mapping dialogs, the sequence of disambiguation and mapping
dialogs themselves is very important for correctly interpreting the question. This
sequence is controlled differently for these two kinds of dialogs:

6 For clarity of presentation, we use prefix mm: instead of http://musicbrainz.org/
mm/mm-2.1# and dc: instead of http://purl.org/dc/elements/1.1/title in the
examples.
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– The disambiguation dialogs are driven by the question focus or the answer
type, whichever is available first: the closer the OC to be disambiguated
to the question focus/answer type, the higher the chance that it will be
disambiguated before any other. The question focus is the term/phrase which
identifies what the question is about, while the answer type identifies the type
of the question such as Person in the query Who owns the biggest department
store in England?. The focus of this question would be the biggest department
store (details of the algorithm for identifying the focus and the answer type
are described in [4]). After all ambiguities are resolved the FREyA workflow
continues to resolve all POCs through the mapping dialogs.

– The mapping dialogs are driven by the availability of the OCs in the neigh-
bourhood. We calculate the distance between each POC and the nearest OC
inside the parsed tree, and the one with the minimum distance is the one to
be used for the dialog before any other.

While the two types of dialogs are similar and indeed look identical from the
user’s point of view, there are differences which we will highlight here. Firstly,
although we analyse the grammar in the parsed tree, we give a higher priority
to the disambiguation dialog in comparison to the mapping dialog. This is be-
cause our assumption is that the question terms which exist in the graph (OCs)
should be interpreted before those which do not (POCs). Note that FREyA
does not attempt to interpret the whole question at once, but it does it for one
pair of OCs at the time. In other words, one dialog can be seen as a pair of
two OCs: an OC to which the question term is mapped, and the neighbour-
ing OC. Secondly, the way the suggestions are generated for the two types of
dialogs differ. The disambiguation dialog includes only the suggestions with On-
tology Concepts that are the result of the ontology-based lookup (unless it is
extended using the forceDialog mode, see Section 2.2). The mapping dialog, in
contrast, shows the suggestions that are found through the ontology reasoning
by looking at the closest Ontology Concepts to the POC (the distance is calcu-
lated by walking through the parsed tree). For the closest OC X, we identify its
neighbouring concepts which are shown to the user as suggestions. Neighbouring
concepts include the defined properties for X, and also its neighbouring classes.
Neighbouring classes of class X are those that are defined to be 1) the domain
of the property P where range(P)=X, and 2) the range of the property P where
domain(P)=X.

After all OCs are disambiguated and no POCs remain to be resolved, the sys-
tem proceeds to finding the answer. First, it identifies the answer type, and then
combines OCs into triples, which are then used to generate the SPARQL query.
Unlike other approaches which start by identifying the question type followed by
the identification of the answer type, our approach tries to interpret the majority
of the question before it identifies the answer type. The reason for this is that in
FREyA there is no strict adherence to syntax, and the approach heavily relies
on the ontology-based lookup and the definitions in the RDF structure. Hence,
it can only identify the answer type after all relevant mappings and disambigua-
tions are performed. Note however, that there are cases when the answer type
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is identified before the whole question is interpreted, and in this case it is used
to drive the remaining mappings, if any (as described above).

An important part of FREyA is its learning mechanism. Our goal is to
learn the ranking of the suggestions shown to the user so that after sufficient
training the system can automatically generate the answer by selecting the best
ranked options. In order to make the model as generic as possible, we do not up-
date our learning model per question, but per combination of a POC/OC and the
neighbouring OC. We also preserve a function over the selected suggestion such
as minimum, maximum, or sum (applicable to datatype property values). This
way we may extract several learning rules from one single question, so that if the
same combination of POC/OC and the closest OC appears in another question,
we can reuse it. The algorithm has previously shown a good performance on the
Mooney GeoQuery dataset improving the initial suggestion rankings by 6% on
a random sample of 103 questions (see [5]).

2.2 Querying Linked Data with FREyA

FREyA is a portable NLI in a sense that it can be easily ported to work with
a different ontology, or a set of ontologies which are available either from the
Web or on the local file system. It can either preload the ontologies into its
own repository which is based on OWLIM7, or connect to the already existing
repository, which can be local or remote.

In order to perform the ontology-based lookup at the query processing time,
FREyA requires extracting the ontology lexicalisations, processing them, and
adding them to an index. The extraction of ontology lexicalisations requires
reading the whole repository through the set of SPARQL queries. The number of
SPARQL queries depends on the size of the schema which describes the dataset.
Nowadays, the data are distributed over various types of servers, which often
allow access through SPARQL endpoints. However, depending on the repository
which is used underneath, some SPARQL queries can be highly unoptimised
and slow. Alternative solution is to use services such as Watson [19] or Sindice
([7], [18]) which index ontologies on the Web, in order to remove the burden
of the system initialisation which can be large for large datasets. However, the
downside of this approach is the lack of control over these services. As pointed
out in [11], the resources on the open Web that can be accessed through Watson
seem to have quality issues: many ontologies are not populated, and there are
many redundant, noisy and incomplete data (for example, the schema could be
missing). These problems are partially addressed by approaches for assessing the
quality through tracking the provenance (e.g.,[10]), however, much more needs
to be done in the years to come in order to use and query the Web of Data
effectively.

Most of the recently developed NLIs to ontologies (including our own QuestIO
[17]) are built with the assumption that ontologies are perfect, and that:

7 http://ontotext.com/owlim
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– each concept/relation in the ontology has the human lexicalisation which
describes it – not necessarily a definition, but rather a term which a human
would use to refer to this concept/relation;

– each concept/relation is positioned carefully in the taxonomy: all super-
concepts/relations are more generic, and all sub-concepts/relations are more
specific.

Therefore, the performance of these systems is directly dependent on the qual-
ity of data available in the ontologies. At about the time of the development
of these systems, the initiative has started to encourage people to publish their
own data through the Linked Open Data Project, generate their own ontologies
from structured data, and soon after, the large amount of RDF graphs have
been made available and interlinked with each other. None of these were per-
fect – lexicalisations do exist, but not often they reflect “a term which a human
would use to refer to this concept” – this is especially the case for properties.
In addition, the flat structure is often dominant. One of the reasons for this is
scalability: tractable reasoners do not scale well if the structure of the ontology
is complex. The assumptions based on which NLIs to ontologies have been de-
veloped had to adapt to the new challenges which have appeared, the main one
being that ontologies are not perfect, and that tools which work with them must
take this into consideration. In addition, the scale becomes an issue, and also
incompleteness, heterogeneity, and noise inherent in these data. A huge number
of ontologies interlinked with each other means a high probability that there is
a redundant information, which needs to be filtered out by the systems used for
querying these data.

FREyA does not require a strict adherence to syntax, however, it relies
on the ontology-based lookup. Trying a sample query What is the capital of
France? with FREyA initialised with a superset of DBpedia (accessed through
http://www.factforge.net/sparql repository) revealed that according to the
extracted lexicon, each word in the question refers to at least one Ontol-
ogy Concept. If there were no automatic disambiguation nor heavy grammar
analysis, the system would model the first dialog asking: What is ‘what’? Is
‘what’ related to: LIST OF URIs. A similar dialog would be modelled for ‘is’:
the system would ask the user whether is is related to: be, was, or were. And so
on, for each word in the question.

These situations must be resolved either by performing automatic disam-
biguation (which might be expensive for datasets with billions of triples) or
by constraining the supported language and allowing the user to type in only
a limited set of question types. In case of the system failing to automatically
interpret the question, it can prompt the user with the dialog as is the case
with FREyA. The fine balance is in the combination of these approaches: dis-
ambiguate as much as possible and use the ranking mechanisms (e.g., those that
exist in FREyA, or any other methods for effective ranking such as [9]), and
correct them if necessary using the interactive features of FREyA.

When trying any dataset with FREyA for the first time, it is advisable to
use the dialog as much as possible in order to check the system interpretations
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and correct them if necessary. In that regard, there are several modes that can
be used:

– Automatic mode The dialog in FREyA is designed in a way that it can be
configured based on the level of confidence. The maximum confidence level
allows using FREyA in the automatic mode meaning that the system will
generate the answer by simulating selection of the best ranked options. This
mode is used when the confidence is high that the ranking is effective, or the
system has been trained enough and can make the decisions correctly.

– ForceDialog mode generates the dialog for each attempt to map a question
term to an OC.

3 Evaluation

In this section we report the performance of FREyA using the MusicBrainz
and DBpedia datasets provided within the QALD-1 challenge. We preloaded
the data into our local repository (BigOWLIM 3.4, on the top of Sesame8) and
then initialised the system using the SPARQL queries. Another option was to
connect to the SPARQL endpoint provided by the QALD-1 challenge organisers9,
however, this was a difficult path due to the limited server timeout, which was
not sufficient for executing some of the required queries.

Generating the index which is required for performing the ontology-based
lookup is a mandatory step but is done once per dataset, although it might be
time-consuming depending on the size of the data. Table 1 shows the number
of statements loaded into OWLIM repository, the number of SPARQL queries
executed and the time it took to finish the whole process per dataset.

MusicBrainz DBpedia

#explicit statements 14 926 841 328 318 709

#statements 19 202 664 372 110 845

#entities 5 490 237 96 515 478

#SPARQL queries executed 30 361623

initialisation time 1380s (0.38h) 182779s (50.77h)

Table 1: Initialisation of the system and the size of datasets

After the index is generated, it is used at the query execution time. We first
ran the 50 training queries for both datasets and measured the overall precision,
recall and f-measure. We then repeat the process with 50 test questions for each
dataset. This experiment was conducted with FREyA in the forceDialog mode.
Results are shown in Table 2.

MusicBrainz was a challenging dataset due to the existence of properties such
as beginDate and endDate, which do not have any domain defined, and more-
over, which are used extensively throughout the ontology and especially in the

8 http://openrdf.org
9 http://greententacle.techfak.uni-bielefeld.de:5171/sparql
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MusicBrainz DBpedia

Training Testing Training Testing

Precision 0.75/0.77 0.66/0.8 0.74/0.85 0.49/0.63

Recall 0.66/0.68 0.54/0.66 0.58/0.66 0.42/0.54

F-measure 0.70/0.74 0.59/0.71 0.67/0.72 0.45/0.58

# questions not supported 6 9 11 7

# reformulated questions 1 6 4 6

avg.#dialogs per question 3.4 3.65 2.7 2.85

# partially correct questions 1 1 3 12

Table 2: Performance of FREyA using QALD-1 datasets: the left figures exclude while
the right figures include the questions correctly answered after reformulation. The num-
ber of dialogs per question includes only the questions that could correctly be answered
with or without reformulation. Not supported questions include those that could not
be correctly mapped to the correct SPARQL query due to the limited language cov-
erage. For example, questions requiring temporal reasoning such as Which bands were
founded in 2010? or comparative such as in Which locations have more than two caves?.
Partially correct questions are those that have returned a portion or a superset of the
correct results.

combination with the blank nodes. Several failures were due to the misfunction
of the Triple Generator when these two properties were mapped to the wrong
entity. For example, Since when is Tom Araya a member of Slayer? resulted in
generating the following triples:

?joker1 - beginDate - Tom Araya (Artist)

Tom Araya (Artist) - member of band - ?joker2

?joker2 - toArtist - Slayer (Artist)

and the corresponding SPARQL resulted in retrieving the birthday of Tom
Araya, and not the date when he joined the group which would lead to the
correct answer.

Other challenges related to the ontology design in MusicBrainz include exis-
tence of the property trackList which had a container of type rdf:Seq as a range.
In addition, the statements with releaseType property use subclasses of class
Type and not instances of that class which caused several failures. For example,
the question Who is the creator of the audiobook the Hobbit? requires retrieving
instances with lexicalisation the Hobbit, which are at the same type related to the
class TypeAudiobook using the releaseType property, while FREyA expects that
the Hobbit instances are related to the TypeAudiobook using relation rdf:type.

The main challenge with DBpedia was deciding which property to use to
link a question term into an Ontology Concept, due to the large number of
suggestions that have always been present. For example, Who created English
Wikipedia? could be mapped to ?joker dbp:created dbpedia:English Wikipedia
while the correct answer is returned only after using dbo:author relation, in-
stead of dbp:created10. In addition, there are many quality issues such as in
the question Who designed the Brooklyn Bridge? where designed was mapped

10 We use dbp for http: // dbpedia. org/ property and dbo for http: // dbpedia.

org/ ontology namespaces.
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to dbp:architect instead of dbp:designer which resulted in retrieving http://

dbpedia.org/resource/John_Augustus_Roebling, while using dbp:designer the
result is http://dbpedia.org/page/John_A._Roebling. However, as no map-
ping exist between the two URIs, the former URI is not the same as the latter,
and hence this is marked as an incorrect answer. Interestingly, the former URL
is redirected to the latter, which indicates that the two URIs should also be
connected using the property sameAs in the dataset.

Another challenge specific to DBpedia was the lack of the domain and range
classes for properties. Therefore, some questions could not be correctly mapped
to the underlying Ontology Concepts. In some cases, the reformulation of queries
could help (such as using spouse instead of married to). However, reformula-
tion was not always sufficient. For example, in Which states border Utah?, bor-
der needs to be mapped to the eight properties: dbp:north, dbp:south, dbp:east,
dbp:west, dbp:northwest, dbp:northeast, dbp:southwest, and dbp:southeast. As none
of these have any domain or range, they did not appear in the suggestions and
hence the only way to answer the question using FREyA is to ask eight questions
such as Which states are north of Utah?, Which states are south of Utah, and
so on for each property. It is interesting to observe that 12 incorrectly answered
questions using the DBpedia test questions were indeed partially correct. The
correct mappings could only be placed if we were more familiar with the knowl-
edge structure inherent in the dataset. This also explains the difference in the
performance of FREyA using the training and the testing set of DBpedia.

Failures that were common for both datasets are related to the equal treat-
ment of the datatype property values in FREyA. For example, the question How
many jazz compilations are there? failed to be answered correctly due to FREyA
finding all compilations that had the user defined tag ‘jazz’ which is case insen-
sitive (using FILTER REGEX(str(?var), “^jazz$”,“i”). Therefore, it included
also ‘Jazz’ which lead to the incorrect answer. On the other hand, it missed some
entries when the fuzzy matching was needed such as in Which companies are in
the computer software industry? that required finding not only companies with
the property industry ‘computer software’ but also ‘computer hardware, soft-
ware’, ‘computer software and engineering’, and the like. At the moment, the
datatype property values in FREyA are supported by including the exact match
(case insensitive) only. In future, we might extend our approach to support more
sophisticated treatment of strings so that the treatment differs depending on the
context.

Several reformulations for both datasets resulted in a significant increase of
the precision and recall. Reformulations include adding quotes such as in Which
artists performed the song Over the Rainbow?. As Over in Over the Rainbow
was parsed as a preposition, the whole question failed to be answered. Adding
quotes around this phrase resulted in the parser treating this phrase as a Noun
Phrase which lead to the correctly answered question.

Learning To measure the effect of the learning mechanism in FREyA, we
repeated the experiment in two iterations: we first answered 50 testing questions
using an empty learning model and then using the system trained with 50 train-
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ing questions. Results are shown in Table 3. The learning mechanism improved

MusicBrainz DBpedia

untrained system trained system untrained system trained system

MRR 0.63 0.68 0.52 0.54

Table 3: Mean Reciprocal Rank for the testing set with and without learning

the overall ranking of suggestions for 0.05 for MusicBrainz, and only 0.02 for
DBpedia. The reason is the size of the datasets and the relatively small number
of the training questions. However, improvement of 0.02 is still an achievement
considering that DBpedia has almost 100 million entities.

Execution time Considering queries that could be answered correctly, there
are fluctuations which depend on the complexity of the question, but the biggest
fluctuation is caused by the execution time of the SPARQL query. This affects
our on fly mechanism for finding suggestions which requires executing a large
number of SPARQL queries in order to generate the dialog. Long execution of
the SPARQL queries is also visible when the final query is executed in order to
retrieve the answer. For example, queries which include FILTER statements over
literal strings such as FILTER (regex(?var, “^jazz$”, “i”)), which currently can
take more than ten minutes to be executed11. The size of the dataset influences
the execution time as well. For MusicBrainz, the average time per dialog was in
the range from 0.073 to 11.4 seconds, or 8.5 seconds on average per question.
For DBpedia, the execution time was much longer: from 5 to 232 seconds per
dialog, and 36 seconds on average per question. This is quite slow, however, it
can be optimized (e.g. by using the caching mechanisms for suggestions) and the
optimisation work is in progress.

4 Conclusion and future work

In this paper we discussed the requirements and suitability of the Natural Lan-
guage Interface – FREyA, to be used with different ontologies and for querying
the Linked Open Data. The evaluation using the DBpedia and MusicBrainz test-
ing datasets leads to the f-measure of 0.58 and 0.71 respectively which favourably
compares to the other tested systems that participated in the QALD-1 challenge
(PowerAqua 0.5 using DBpedia, SWIP 0.66 using MusicBrainz). More impor-
tantly, FREyA was the only system that is tested with both MusicBrainz and
DBpedia datasets which demonstrates the portability. The learning mechanism
improved the results for 5% and 2% for the MusicBrainz and DBpedia datasets
respectively.

Acknowledgements Authors would like to thank Ivan Peikov from Ontotext
who helped with the configuration of OWLIM which was necessary for perform-
ing the experiments reported in this paper. This research is partially supported
by the EU-funded LarKC (FP7-215535) project.

11 Experiments are run using the CentOS 5.2 Linux virtual machine running on a AMD
Opteron 2431 2.40GHz CPU with 2 cores and 20G RAM.
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Abstract. This paper describes Treo, a natural language query mecha-
nism for Linked Data which focuses on the provision of a precise and scal-
able semantic matching approach between natural language queries and
distributed heterogeneous Linked Datasets. Treo’s semantic matching
approach combines three key elements: entity search, a Wikipedia-based
semantic relatedness measure and spreading activation search. While en-
tity search allows Treo to cope with queries over high volume and dis-
tributed data, the combination of entity search and spreading activation
search using a Wikipedia-based semantic relatedness measure provides
a flexible approach for handling the semantic match between natural
language queries and Linked Data. Experimental results using the DB-
Pedia QALD training query set showed that this combination represents
a promising line of investigation, achieving a mean reciprocal rank of
0.489, precision of 0.395 and recall of 0.451.

Keywords: Natural Language Queries, Linked Data

1 Introduction

The problem of providing query and search capabilities for casual Linked Data
consumers [1] poses new challenges for the areas of information retrieval and
databases. Users querying Linked Data on the Web expect to query relationships
represented in the data model behind datasets. Structured query languages such
as SPARQL provide the capability of explicitly and unambiguously specifying
these relationship constraints, at the cost of demanding from users an a priori
understanding of the data representation. The scale and decentralized nature
of the Web, however, represents a concrete barrier for this paradigm: it is not
feasible for end users to become aware of all the vocabularies and possible repre-
sentations of the data in order to query Linked Data. While this constraint can
be manageable for developers building applications on the top of a limited num-
ber of datasets or vocabularies, it strongly limits the visibility and consequent
utility of the data for casual users. At the heart of this problem lies the lack of
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flexibility of query mechanisms to cope with lexical and structural differences
between user queries and the data representation, which ultimately creates a se-
mantic gap between users and datasets. In addition, querying Linked Data can
usually imply coping with distributed, high-volume and dynamic data, bring-
ing additional challenges for the construction of effective query mechanisms for
Linked Data.

This work focuses on the description of Treo, a natural language query mech-
anism for Linked Data which focuses on the provision of a best-effort semantic
matching approach, balancing precision and flexibility, while satisfying the abil-
ity to perform queries over distributed, large and dynamic data. With these
objectives in mind a query mechanism based on a combination of entity search,
spreading activation and a Wikipedia-based semantic relatedness measure is pro-
posed. The final query processing approach provides an opportunity to revisit
cognitive inspired spreading activation models over semantic networks [16] under
contemporary lenses. The recent availability of Linked Data, large Web corpora,
hardware resources and a better understanding of the fundamental principles be-
hind information retrieval can provide the necessary resources to enable practical
applications over cognitive inspired architectures.

This paper is structured as follows: section 2 outlines the motivation and the
dynamics of the proposed approach. Section 3 describes the entity recognition
and entity search approach, section 4 describes the query parsing strategy fol-
lowed by the description of the Wikipedia-based semantic relatedness measures
(section 5) and by the description of the semantic relatedness spreading activa-
tion approach. Each section details how each component part is used to build
the final query approach. Section 7 provides a discussion and preliminary results
using the QALD DBPedia training dataset, followed by related work on section
8. Finally, section 9 provides a conclusion and future work.

2 Outline of the Query Processing Approach

The query approach described in this work focuses on the construction of a query
mechanism targeted towards bridging the semantic gap between user queries and
Linked Data vocabularies and datasets, with the objective of enabling natural
language queries over Linked Data for casual users.

The strategy employed in the construction of the Treo query mechanism
is to provide a best-effort approach for natural language queries over Linked
Data. Having this objective in focus, an answer format and an user interaction
approach that could better match a best-effort natural language scenario was
developed, where a set of triple paths (i.e. a set of ranked connected triples
which are subgraphs in the Linked Data Web) supporting a query answer is
returned as a result set. The exposure of a partial set of the data where users
could cognitively assess the suitability of the results and search iteratively is
a strategy widely used in the construction of document search engines and a
variation of this strategy is used in this work in the context of natural language
queries over Linked Data.
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The query processing starts with the determination of the key entities present
in the natural language query. Key entities are entities which can be potentially
mapped to instances or classes in the Linked Data Web. After detection, key
entities are sent to the entity search engine which resolves pivot entities in the
Linked Data Web. A pivot entity is a URI which represents an entry point
for the spreading activation search in the Linked Data Web. After the entities
present in the user natural language query are determined, the query is analyzed
in the query parsing module. The output of this module is a partial ordered
dependency structure (PODS), which is a reduced representation of the query
targeted towards maximizing the matching probability between the structure of
the terms present in the query and the subject, predicate, object structure of
RDF.

Taking as an input the list of URIs of the pivots and the partial ordered
dependency structure, the algorithm follows a spreading activation search where
nodes in the Linked Data Web are explored using a semantic relatedness measure
as an activation function to match the query terms present in the PODS (user
query representation) to dataset terms (classes, properties and instances). Start-
ing from the pivot node, the algorithm navigates through neighboring nodes in
the Linked Data Web computing the semantic relatedness between query terms
and vocabulary terms in the node exploration process. The query answer is built
through the node navigation process. The algorithm returns a set of ranked
triple paths determined by the navigation from the pivot entity to the final re-
source representing the answer, ranked by the average of the relatedness scores
over each triple path. Answers are displayed to users using a list of triple paths
merged in a graph after a simple post-processing phase. Figure 1 depicts the
spreading activation process for the example query ’From which university did
the wife of Barack Obama graduate?’ over DBPedia.

Fig. 1: The relatedness spreading activation for the question ‘From which university
did the wife of Barack Obama graduate?’.

The squared gray nodes depict the PODS, a (graph pattern-like) represen-
tation of the natural language query while the squared white nodes represent



27

nodes in the Linked Data Web. In the example, the query entity Barack Obama
is mapped to a pivot entity in the Linked Data Web, which is the starting point
of the spreading activation process. The following sections detail each step in the
query processing approach. The query above is used as a motivational scenario
to introduce each step.

3 Entity Recognition and Entity Search

The query processing starts with the determination of the set of key entities
that will be used in the generation of the partial ordered dependency structure
and in the determination of the final pivot entity. The process of generating a
pivot candidate starts by detecting named entities in the query. The named en-
tity recognition (NER) approach used is based on Conditional Random Fields
sequence models [3] trained in the CoNLL 2003 English training dataset [17], cov-
ering people, organizations and locations. After the named entities are identified,
the query is tagged by a part-of-speech (POS) tagger, which assigns grammatical
tags to query terms. Rules based on the POS tags are used to determine pivot
candidates which are not named entities (classes or individuals representing cat-
egories). The POS tagger used is a log-linear POS tagger based on [4]. In the
case of the example query, the named entity Barack Obama is recognized as the
main entity.

The terms corresponding to the pivot candidates are sent to an entity search
engine which will resolve the terms into the final pivot URIs in the Linked Data
Web. Entity-centric search engines for Linked Data are search engines where the
search is targeted towards the retrieval of instances, classes and properties in
the Linked Data Web, instead of approaching the problem of treating an entire
RDF document as a single resource or addressing complex structured queries over
Linked Data. This work uses the entity search approach proposed by Delbru et al.
[5], implemented in Siren, the Semantic Information Retrieval Engine. The ap-
proach proposed by Delbru, combines query-dependent and query-independent
ranking techniques to compute the final entity scores. The query-dependent score
function uses a variation of the TF-IDF weighting scheme (term frequency - in-
verse subject frequency: TF-ISF) to evaluate entities by aggregating the values of
partial scores for predicates and objects. The TF-ISF scheme gives a low weight
to predicates or objects which occur in a large number of entities. This work
only uses the query dependent approach.

The detected entities are sent as keywords to the entity search engine. In
this process, if named entities are available they are prioritized as pivots can-
didates. In case the query has more than one named entity, both candidate
terms are sent to the entity search engine and the entities with a larger num-
ber of properties are prioritized in the determination of the final pivot en-
tity. In the example query, the named entity Barack Obama is mapped to a
list of URIs representing the entity Barack Obama in different datasets (e.g.
http://dbpedia.org/resource/Barack Obama).
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4 Query Parsing

After the key entities and pivots are determined, they are sent together with the
natural language query to the query parsing module. The center of the query
parsing strategy is to maximize the structural similarity between the query and
the RDF-based representation of the data. The query parsing is based on the
use of Stanford dependencies [2]. The fundamental notion behind dependency
parsing is the idea that the syntactic structure of a sentence is determined by a
set of directional bilexical relations and by the lack of phrasal nodes. Since the
triple structure (subject, predicate, object) of the RDF representation minimizes
the use of certain gramatical elements which are present in the free text query, the
Stanford dependencies are reduced into a partial ordered dependency structure
(PODS) by the application of a set of query transformation operations. The
PODS also includes the introduction of an ordering which is defined by the
relative position of the pivot and detected entities in the query. The final PODS
is a directed acyclic graph connecting a subset of the original terms present in
the natural language query.

After the Stanford dependencies are determined, four operations are applied
to build the PODS: merge, eliminate, join condition and ordering. The merge
operation consists in merging dependencies which are likely to form multi-words
or compound expressions (e.g. Barack Obama). The eliminate operation remove
dependencies which are less semantically significant, unlikely to be expressed in
the RDF representation such as determiners, prepositions, etc. The join condi-
tion joins dependencies which represents conjunctive or disjunctive statements
so that star-shaped graph patterns can be introduced in the final query, and
finally, the ordering operation introduces the ordering based on the position of
pivot and entities that is used in the final spreading activation algorithm. The
final ordering is defined by taking the pivot entity as the root of the partial
ordered dependency structure and following the dependencies until the end of
the structure is reached.

For the example query the partial ordered dependency structure returned by
the query parser is: Barack Obama → wife → graduate → university.

5 Semantic Relatedness

After the natural language query is parsed into the PODS and having the list of
pivots determined, the spreading activation search process in the Linked Data
Web starts. The center of the spreading activation search proposed in this work
is the use of a semantic relatedness measure as the activation function, matching
query terms to vocabulary terms. The proposed approach is highly dependent on
the quality of the semantic relatedness measure. This section briefly describes
the basic concepts behind semantic relatedness and the measure used in the
algorithm.

Generally speaking the problem of measuring the semantic relatedness and
similarity of two concepts is associated with the determination of a measure
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f(A,B) which expresses the semantic proximity between these concepts. While
the idea of semantic similarity is associated with taxonomic relations between
concepts, semantic relatedness represents more general classes of relations. Since
the problem of matching natural language terms to concepts present in Linked
Data vocabularies can cross both taxonomic and part-of-speech boundaries, the
generic concept of semantic relatedness is more suitable to the task of seman-
tic matching for queries over the Linked Data Web. In the example query, the
relation between ‘graduate’ and ‘University’ is non-taxonomic and a purely sim-
ilarity analysis would not detect appropriately the semantic proximity between
these two terms. In the context of query-dataset semantic matching by spreading
activation, it is necessary to use a relatedness measure that: (i) can cope with
terms from different part-of-speech (e.g. verbs and nouns); (ii) measure related-
ness among multi-word expressions; (iii) are based on comprehensive knowledge
bases.

Existing approaches for querying Semantic Web/Linked Data knowledge
bases are mostly based on WordNet similarity measures (see Related Work sec-
tion). WordNet-based similarity measures [26] are highly dependent on the struc-
ture and scope of the WordNet model, not addressing the requirements above.
Distributional relatedness measures [8][9][26] are able meet the previous require-
ments, providing approaches to build semantic relatedness measures based on
large Web corpora. Recent approaches propose a better balance between the
cost associated in the construction of the relatedness measure and the accuracy
provided, by using the link structure present in the corpora. One example of
this class of measures is the Wikipedia Link-based Measure (WLM), proposed
by Milne & Witten [10], which achieved high correlation measurements with hu-
man assessments. This work will use WLM as the relatedness measure for the
spreading activation process.

The WLM measure is built based on the links between Wikipedia articles.
The process of creation of the WLM relatedness measure starts by computing
weights for each link, where the significance of each link receives a score. This
procedure is equivalent to the computation of the TF-IDF weighting scheme
for the links in the place of terms: links pointing to popular target articles
(receiving links from many other articles) are considered less significant from
the perspective of relatedness computation. The weighting expression is defined
below:

w(s→ t) = log

(
|W |
| T |

)
, if s ∈ T, 0 otherwise (1)

where s and t represent the source and target articles, W is the total number
of articles in Wikipedia and T is the number of articles that link to t. The
relatedness measure is defined by an adaptation over the Normalized Google
Distance (NGD)[10][25].

r(a, b) =
log(max(| A |, | B |))− log(| A ∩B |)
log(|W |)− log(min(| A |, | B |))

(2)
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where a and b are the two terms that the relatedness is being measured, A and
B are the respective articles that are linked to a and b and W is the set of all
Wikipedia articles. The final relatedness measure uses a combination of the two
measures. The reader is directed to [10] for additional details on the construction
of the relatedness measure.

6 The Semantic Relatedness Spreading Activation
Approach

Spreading activation is a search technique used in graphs based on the idea
of using an activation function as a threshold for the node exploration pro-
cess. Spreading activation has its origins associated with modeling the human
semantic memory in cognitive psychology and have a history of applications in
cognitive psychology, artificial intelligence and, more recently, on information re-
trieval [18]. The spreading activation theory of human semantic processing was
first proposed by Quillian [20] and it was later extended by Collins & Loftus [19].
The spreading activation model introduced by Quillian [20] was proposed in the
context of semantic networks, a graph of interlinked concepts which contained
the basic elements formalized today under the scope RDF and RDFS. The re-
cent emergence of the Linked Data Web is likely to motivate new investigations
in spreading activation techniques.

The processing technique behind spreading activation is simple, consisting of
one or more propagated pulses and a termination check. In addition, the model
can implement propagation decays and constraints on the spreading activation
process. The semantic relatedness spreading activation algorithm proposed in
this work takes as an input a partial ordered dependency structure D(V , E)
and searches for paths in the Linked Data Web graph W(V , E) maximizing
the semantic relatedness between D and W taking into account the ordering
of both structures, where both structures are defined by the set of vertices V
and edges E. In the approach used in this work, the propagation is defined by
the computation of the relatedness measure between the terms present in the
query (PODS) and the dataset terms, while the termination check is given by
the PODS size.

The spreading activation works as follows. After the URI of the pivot ele-
ment is dereferenced (the associated RDF descriptor for the URI is fetched), the
algorithm computes the semantic relatedness measure between the next term
in the PODS and the properties, type terms and instance terms in the Linked
Data Web. Type terms represent the types associated to an instance through the
rdfs:type relation. While properties and ranges are defined in the terminological
level, type terms require an instance dereferenciation to collect the associated
types. Nodes above a relatedness score threshold (activation function) deter-
mine the node URIs which are explored in the search process. The activation
function is given by an adaptive discriminative relatedness threshold which is
defined based on the set of relatedness scores associated with a specific node
(the adaptive threshold is defined for each explored node). The threshold selects
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the relatedness scores with higher discrimination and it is defined as a linear
function of the standard deviation σ of the relatedness scores. The linear con-
stant α associated with σ is determined empirically and it represents the average
discrimination in terms of σ for the relatedness measure employed (α = 2.185).
The original value of α decays by an exponential factor of 0.9 until it finds
a candidate node which is above the activation threshold. The final semantic
relatedness spreading activation algorithm is defined below:

D(VG, EG) : partial ordered dependency graph
W (VW , EW ) : LD graph
A(VA, EA) : answer graph
pivots : set of pivots URI’s
for all p in pivots do
initialize(A, p)
while hasUnvisitedNodes(VA) do
v ← nextNode(VA)
dereference(v,W )
for all nextT in getNextDependencyNodes(D) do
best← bestNodes(v, nextT,W )
update(VA, best)
update(EA, best)

end for
end while

end for

For the example query ‘From which university did the wife of Barack Obama
graduate?’, starting from the pivot node (dbpedia: Barack Obama), the algorithm
follows computing the semantic relatedness between the next query term (‘wife’ )
and all the properties, associated types and instance labels linked to the node db-
pedia:Barack Obama (dbpedia-owl:spouse, dbpedia-owl:writer, dbpedia-owl:child,
...). Nodes above the adaptive relatedness threshold are further explored. After
the matching between wife and dbpedia-owl: spouse is defined, the object pointed
by the matched property (dbpedia: Michelle Obama) is dereferenced, and the
RDF of the resource is retrieved. The next node in the PODS is graduate, which is
mapped to both dbpedia-owl:University an dbpedia-owl:Educational Institution
specified in the types. The algorithm then navigates to the last node of the
PODS, university, dereferencing dbpedia:Princeton University and dbpedia: Har-
vard Law School, matching for the second time with their type. Since the related-
ness between the terms is high, the terms are matched and the algorithm stops,
returning the subgraph containing the triples which maximize the relatedness
between the query terms and the vocabulary terms. The proposed algorithm
works as a best-effort query approach, where the semantic relatedness measure
provides a semantic ranking of returned triples. The final algorithm returns a
ranked list of triple paths (figure 2) which are (when possible) merged into a
graph.
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Fig. 2: Merged set of returned triple paths for the example query. The correct answer
is given by the nodes Princeton University and Harvard Law School

7 Discussion & Preliminary Evaluation

This section has the objective of providing a brief analysis of the strenghts and
weakenesses of the proposed approach and to describe the preliminary results
achieved over the 1st QALD DBPedia training query set [7].

The proposed query approach consists of a two step process where the core
entity in the query is resolved into entities in Linked datasets in the first step,
followed by the structural query matching process using spreading activation
combined with semantic relatedness. The process of first resolving the core en-
tity plays an strategic role in the scalability and parallelism of the approach.
The process of finding pivot entities associated with instances in the datasets,
tends to be less ambiguous and it is related to the most informative part of the
query (informativeness in this context is defined as the ability to constrain the
search space in the Linked Data Web). Entity search demands the creation of
an entity index for the datasets. As a strength, entity indexes, differently from
structure indexes [22] can benefit from less challenging constraints in terms of
index space, time and indexing frequency (related with dataset dynamics). In
the proposed approach, entity search is used as the main mechanism for ranking
pivots. One of the current limitations of using a pure entity search approach for
pivot selection is the fact that it ignores the context provided by the remaining
query terms. This ultimately can lead to an increase in query execution time or
a decrease in precision. One possible solution for this problem is to extend the
existing mechanism with dataset summaries [24], where additional query terms
can be used in a summary-based search, composing the information provided in
summaries with the entity search process.

The semantic relatedness spreading activation search algorithm traverses the
Linked Data Web graph using the PODS query representation. Two impor-
tant factors for the performance of the approach is the term ordering in the
PODS and the overall performance of the semantic relatedness measure. The
WLM semantic relatedness measure used in this work showed high discrimina-
tion in the node exploration process (average 2.81 σ measured in a 50% sample
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of the query set) and robustness in relation to the computation of the relat-
edness among terms from different grammatical classes for the DBPedia query
set. Another strength of the proposed approach is the fact that it is highly and
easily parallelizable both for spreading activation search and in the computation
of semantic relatedness measure. The query mechanism currently uses sequences
of URI dereferenciations as the primary way to navigate through Linked Data.
From a practical perspective, the HTTP requests can bring high latencies in
the node exploration process. In order to be effective, the algorithm should rely
on mechanisms to reduce the number unnecessary HTTP requests associated
with the dereferenciation process, unecessary URI parsing or label checking and
unnecessary relatedness computations. The prototype, Treo, have implemented
three local caches: one for RDF, one for relatedness values and the third for
URI/label-term mapping.

The quality of the approach was evaluated against the 50 queries of the QALD
DBPedia training query set in terms of precision, recall and mean reciprocal
rank. Online DBPedia (version 3.6) [6] was used as the dataset and a local
version of Siren, indexing a local copy of DBPedia, was used as the entity search
mechanism. In the scope of the system described on this paper, an answer is a
set of ranked triple paths. Different from a SPARQL query result set or from
typical QA systems, the proposed algorithm is a best-effort approach where the
relatedness activation function works both as a ranking and a cut-off function and
the final result is a merged and collapsed set of subgraphs containing the answer
triple paths. For the determination of precision we considered as correct answers
triple paths containing the URI of the answer. For the example query used
through this article, the graph in figure 2 containing the answer Barack Obama →
spouse → Michelle Obama → alma mater → Princeton University and Harvard
Law School is the answer provided by the algorithm, instead of just the names of
the two universities. To determine both precision and recall, triple paths strongly
supporting answers are also considered. For the query ‘Is Natalie Portman an
actress?’, the expected result is the set of nodes which highly supports the answer
for this query, including the triples stating that she is an actress and that she
starred in different movies (criteria which is used for both precision and recall).
The QALD dataset contains queries with aggregate and conditional operators
which were included in the evaluation. However, since Treo does not have a more
sophisticated post-processing phase, triples supporting an answer for queries
with operators were considered as correct answers. Table 1 contains the quality
of results in terms of precision, recall and mrr. Three variations of query sets
were taken into account. The first query set (Full DBPedia) evaluates the query
mechanism against the 50 queries present in the query set. The second query set
had queries with non-dereferenceable pivots (literals and classes) removed (total
42 queries evaluated), while the third category just considered queries which
were answered by the approach (27 queries).

The average query execution time was 728s with no caching and 353s with
active caches using an Intel Centrino 2 machine with 4 GB RAM.
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Query Set Type MRR Avg. Precision Avg. Recall

Full DBPedia Training 0.489 0.395 0.451

DBPedia Training (no non-deref. pivots) 0.661 0.534 0.609

DBPedia Training (answered queries) 0.906 0.706 0.805

Table 1: Quality of results for the Treo query mechanism

The experiments revealed two main directions for improvements. The first
improvement direction is related to addresssing limitations in the pivot deter-
mination process related to the detection of complex-type classes (e.g. pivot
classes with more than 2 terms typically from YAGO) and coping with non-
dereferenceable pivots (i.e. queries having object literals as pivots). The second
improvement direction aims towards coping with multiple candidate PODS rep-
resentations, taking into account metrics of term informativeness (e.g. TF-IDF).
98% of the final set of PODSs contained the correct ordering in relation to the
RDF structure. However, the occurrency of less informative terms before the tar-
get terms and the associated process of term-by-term PODS traversal created
a semantic discontinuity that the relatedness measure was not able to handle.
The use of PODS terms informativeness metrics in the generation of alternative
query traversal sequences is a future direction for investigation. One important
dimension which was not evaluated in the approach was the generality of the
Wikipedia-based relatedness measure beyond the scope of generic datasets such
as DBPedia. For these cases the construction of domain-specific distributional
relatedness measures which are less dependent on the link structure and or-
ganization of Wikipedia (e.g. LSA) are likely be more general solutions across
different domains.

8 Related Work

There is an extensive literature in natural language query systems over unstruc-
tured and structured data. The analysis of the related work focuses on natural
language query approaches for Semantic Web/Linked Data datasets. PowerAqua
[11] is a question answering system focused on natural language questions over
Semantic Web/Linked Data datasets using PowerMap, a hybrid matching al-
gorithm comprising terminological and structural schema matching techniques
with the assistance of large scale ontological or lexical resources. PowerMap [15]
uses WordNet based similarity approaches as a semantic approximation strategy.
NLP-Reduce [13] approaches the query-data matching problem from the per-
spective of a lightweight natural language approach, where the natural language
input query is not analyzed at the syntax level. The matching process between
the query terms and the ontology terms present in NLP-Reduce is based on
a WordNet expansion of synonymic terms in the ontology and on matching at
the morphological level. The matching process of another approach, Querix [14],
is also based on the synonyms expansion based on WordNet. Querix, however,
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uses syntax level analysis over the input natural language query, using this ad-
ditional structure information to build the corresponding query skeleton of the
query. In case ambiguities are detected, a disambiguation dialog is returned for
user feedback. Ginseng [12] follows a controlled vocabulary approach: the terms
and the structure of the ontologies generate the lexicon and the grammar for the
allowed queries in the system. Ginseng ontologies can be manually enriched with
synonyms. ORAKEL [21] is a natural language interface focusing on the porta-
bility problem across different domains. For this purpose, ORAKEL implements
a lexicon engineering functionality, which allows the creation of explicit frame
mappings. Instead of allowing automatic approximations, ORAKEL focuses on a
precise manually engineered model. Comparatively, Treo provides a query mech-
anism exploring Wikipedia-based semantic relatedness measures as a semantic
approximation technique, where the use of semantic relatedness combined with
spreading activation can cope with the heterogeneity of the query-vocabulary
problem on Linked datasets on the Web. In addition, Treo’s design supports
the query of dynamic and distributed Linked Data by relying on entity search
and sequential dereferenciations. Treo also differentiates itself from existing ap-
proaches in the query strategy: (i) instead of building a SPARQL query, Treo
navigates the Linked Data nodes from a pivot node and (ii) Treo focuses on a
best-effort ranked approach.

9 Conclusion & Future Work

This work describes Treo, a natural language query mechanism for Linked Data.
The cognitively inspired architecture of Treo, combining entity search, spreading
activation and semantic relatedness is designed to cope with critical features
for natural language queries over Linked Data, including the ability to query
high volume, heterogeneous, distributed and dynamic data. The approach was
evaluated using the QALD query datasets containing 50 natural language queries
over DBPedia, achieving an overall mean reciprocal rank of 0.489, precision of
0.395 and recall of 0.451, answering 56% of the queries. The proposed query
mechanism approaches natural language queries over Linked Data using a best-
effort approach where results are displayed in the form of triple paths, ranked
paths containing the desired entities in the Linked Data Web. Future work will
concentrate in two main directions: the improvement of the query execution
time of the approach, exploring optimizations through parallelization, indexing
and pipelining [23] strategies and the introduction of answer post-processing
techniques for the generation of answers from triple paths.
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A Natural Language Interface over the
MusicBrainz Database
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Abstract. This paper demonstrates a way to build a natural language
interface (NLI) over semantically rich data. Specifically we show this
over the MusicBrainz domain, inspired by the second shared task of the
QALD-1 workshop. Our approach uses the tool C-Phrase [1] to build an
NLI over a set of views defined over the original MusicBrainz relational
database. C-Phrase uses a limited variant of X-Bar theory [2] for syntax
and tuple calculus for semantics. The C-Phrase authoring tool works
over any domain and only the end configuration has to be redone for
each new database covered – a task that does not require deep knowledge
about linguistics and system internals. Working over the MusicBrainz
domain was a challenge due to the size of the database – quite a lot
of effort went into optimizing computation times and memory usage to
manageable levels. This paper reports on this work and anticipates a live
demonstration1 for querying by the public.

Keywords: Natural Language Interfaces, Relational Databases, MusicBrainz,
C-Phrase

1 Introduction

It has often been noted that natural language interfaces to databases suffer when
the manner in which data is stored does not correspond to the user’s conceptual
view of such data [3–5]. This mismatch between the way data is structured and
the user’s conceptual model can be for a variety of reasons, but here we speculate
that the three most common reasons are:

1. The database is highly normalized (e.g. to BCNF) for the sake of eliminating
update anomalies.

2. The database is highly abstracted, including many attributes per relation so
as to avoid cost associated with joins.

3. The database is stored in a semi-structured form corresponding to RDF
triples.

It is the thesis of this paper that the user would prefer to query the data in a
conceptual form similar to what is represented in the entity-relationship diagram

1 http://www.cs.umu.se/~johang/research/brainz/public/
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of the database domain (see figure 1). Naturally if we are given a database in
one of the three forms above, we assume that it is possible, via standard view
definitions, to transform the data so that it may be accessed (and perhaps even
updated) via the conceptual model.

This paper explores these ideas and shows some preliminary results over
the MusicBrainz database paired with the 50 natural language queries in the
shared task for MusicBrainz in the QALD-1 workshop. In section 2 we present
our approach to building a natural language interface supporting queries over
MusicBrainz. Section 3 discusses our initial results and some anecdotes from
our development efforts. Section 4 summarizes our findings and points toward
near term and longer term plans, including the fielding of a live interface to
MusicBrainz for querying by the public.

2 Approach

2.1 The conceptual model

After looking at the set of 50 natural language queries to be supported over
MusicBrainz, we defined the conceptual model appearing in figure 1. This
diagram is traditional except that it shows a form of conceptual aggregation.
For example a group or a person can release an album, soundtrack or single. A
traditional ER diagram would require six relationship diamonds instead of one
to depict this.

Fig. 1: Conceptual model of MusicBrainz.

2.2 The data source

We had two choices for what we used as the data source for the actual Mu-
sicBrainz data. The first was the original data stored in a PostgreSQL
database and the second was the RDF dump of the data built for the QALD-1
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shared task. Because of our rooting in relational databases, we chose to simply
draw on the data in the original MusicBrainz PostgreSQL database.

The schema of the underlying MusicBrainz database is primarily designed
according to option 2 from section 1 above. That is, several highly abstracted re-
lations with many attributes represent abstract entities such as L_ARTIST_ARTIST
and LT_ARTIST_ARTIST which has tuples that represent both individual artists
(e.g. Bob Dylan) as well as bands (e.g. REM). The database itself is rather large.
There are approximately 10.6 million songs, 0.8 million albums and 0.6 million
individual and bands. In our experiment we remove the tuples containing non-
ASCII characters and arrive at 9.7 million songs, 0.7 million albums and 0.4
million artists.

2.3 The view definitions

Views were defined in the standard way over the base relations of the Mu-
sicBrainz database. One consideration was whether to materialize these views
for quicker access to the data. This essentially doubles the database size. Our
findings are that this leads to a speed up factor of approximately 3. For exam-
ple using regular views the test query, “which singles did the Dead Kennedys
release?” took 2.0 ms on average. Using materialized views it took an average of
0.7 ms. Considering other performance issues in the system (e.g. natural language
parsing times), we concluded that querying through the views is not currently a
bottleneck. Thus we did not elect to materialize views.

2.4 Authoring with the C-Phrase administration interface

Once several errors were dealt with (see section 3.1) the authoring process pro-
ceeded well. It followed the name, tailor and define method laid out in [1]. Well
over half the training set can be authored for within 90 minutes. With our new
enhancements to the parser to better handle WH-movement, this may be further
reduced. We intend to produce series of YouTube videos that demonstrate this
process.

3 Preliminary Results

3.1 Difficulties

There were several difficulties we encountered that, while perhaps anecdotal, are
still worth mentioning. To date the C-Phrase system has been applied only
over small databases. MusicBrainz is a sizable database, so this brought up
some scalability issues that we had not earlier experienced. We assume other
NLIs attempting to scale to this size of a database might face similar problems.
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Large main-memory hash tables The first issue related to memory manage-
ment issues in CLISP, the version of LISP that C-Phrase is implemented over.
There are some unfortunate memory bugs that corrupt CLISP memory when
utilization climbs over a certain threshold. It is difficult to track, because the
corruption generally causes a Segmentation Fault at later steps when memory
is accessed. Under normal circumstances this problem does not surface. However
to allow for named entity recognition, C-Phrase materializes string values from
the database into hash tables to scan for matching values in the user’s typed
request. In the case of MusicBrainz this means building main memory hash
tables containing millions of constants. This was too much for CLISP to handle.

After several false starts, the solution to this problem was to implement a
remote hash facility that maintained the main memory hash tables remotely
outside of CLISP. The overhead access time for these hash tables is negligible
and the implementation is stable and scalable, bounded ultimately by the size
of virtual memory.

Limitations of the PostgreSQL query optimizer C-Phrase maps English
to logical expressions in Codd’s tuple calculus. From such logical expressions,
SQL is in turn generated. Before our experiment we would generate SQL such
as the following to answer the query, ”Which singles did the Dead Kennedys
release?”

SELECT DISTINCT NAME

FROM SINGLE AS x

WHERE

EXISTS(

SELECT *

FROM BAND as y1

WHERE

x.artist = y1.id AND

y1.name = ’Dead Kennedys’).

Unfortunately such queries are not taken up by PostgreSQL’s optimizer.
This query in fact takes 23 minutes to answer on an older Solaris server where
we run our database. In contrast the equivalent query

SELECT DISTINCT x.NAME

FROM SINGLE AS x,BAND as y1

WHERE x.artist = y1.id AND y1.name = ’Dead Kennedys’"

takes 0.7 seconds on the same server. Here the query time is entirely dominated
by the time to establish the connection, the actual query execution is reported
as 2 ms. We assume that the speed-up is due to the fact that the optimizer has
access to both relations on the second line of the query and can plan accordingly.
Instead of pestering PostgreSQL about ‘improving their optimizer’, we altered
our translator to produce SQL of the later variety.
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3.2 Performance

We are still in the process of collecting performance data. The running example
query of ”Which singles did the Dead Kennedys release?” shows that the perfor-
mance is adequate in the case of single join queries. We have run additional tests
on queries that exercise more joins and are convinced that the current approach
is feasible. The time it takes to parse natural language queries is typically in the
range of one to three seconds.

3.3 Current coverage

Unfortunately recent extensions to C-Phrase have introduced system instabil-
ity and have blocked a systemic precision, recall and f-measure study on the
50 unseen queries released as part of the QALD-1 shared task. The problems
are mostly due to unanticipated parser bugs and performance problems when
extending our parser to handle gap threading. Work continues to resolve these
problems. In the meantime we have elected not to read the 50 new unseen queries
in anticipation of doing a clean coverage test in the future.

As for the original 50 queries for the MusicBrainz example, in our prior
working version of C-Phrase, we covered all but 5 of these queries. The 5
problematic queries (in order of estimated level of difficulty) are those involving
implied time intervals (“How many bands broke up in 2010”), types (e.g. “Is
Liz Story a person or a group?”), complex time calculations (“Which artists
have their 50th birthday on May 30, 2011?”), computed comparison values with
ellipsis (e.g. “Which artists died on the same day as Michael Jackson”), and
queries involving non-quoted, non-domain string values (e.g. “Are the members
of the Ramones that are not called Ramone”). Time permitting, we will extend
C-Phrase to handle these types of queries. It will be interesting to learn about
how other groups at QALD-1 approached these queries.

4 Conclusions

We were very pleased when we heard of the QALD-1 shared task. We decided to
focus our efforts on the more closed-domain task of queries over MusicBrainz.
We based our data on the original MusicBrainz relational database and, after
confronting several technical difficulties in scaling C-Phrase, we managed to
build a natural language interface that covered 45 of the 50 training examples
in the QALD-1 shared task for MusicBrainz.

Unfortunately technical problems have delayed a systematic evaluation. We
still intend to perform and report an evaluation of how well we cover the 50
unseen queries, but perhaps more tellingly we intend to field a natural language
interface2 for real-time querying of MusicBrainz by the public.

2 http://www.cs.umu.se/~johang/research/brainz/public/
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